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Überblick

Themen:
• Schutzmechanismen gegen Buffer	Overflows	und	ROP
• Statische Codeanalyse:	Suche nach Security-Bugs
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Schutzmechanismen
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Softwaremethoden
• Stack	smash protector /	stack canaries
• Shadow	stacks

Hardwaremethoden
• Address	Space	Layout	Randomization	(ASLR)
• Data	Execution	Prevention	(DEP,	W^X)



Stack	Canaries
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Ziel:	Erkennen	von	Buffer overflows
• Idee:	Platzieren	eines	besonderen

Wertes	(„canary“)	zwischen	lokalen	
Variablen	und	Returnadresse
• gcc:	„-fstack-protector“

• Setzen	bei	Eintritt	in	die	Funktion
• Vor	Return	aus	Funktion:

Überprüfen,	ob	Wert	noch	unverändert	ist

• Buffer overflowmuss	canary überschreiben,	um	die	
Returnadresse manipulieren	zu	können



Stack	Canary/Cookie

Returnadresse

0x64	Bytes

buffer …

buffer[99]
buffer[107]

H e l l

sub    $0x64, %rsp
movq %rdi, %rdx
movq %rsp, %rdi
callq <memcpy>
add    $0x64, %rsp
retq
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Zustand ohne Stack	canary:
Schreiben über buffer[99]	hinaus
überschreibt die	Returnadresse

Adressen



Stack	Smash	Protector	/	Cookies

Returnadresse

0x64	Bytes

buffer …H e l l

Stack	cookie/canary

sub    $0x64, %rsp
movq %rdi, %rdx
movq %rsp, %rdi
callq <memcpy>
add    $0x64, %rsp
retq
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Idee:	Einfügen eines Schutzes
zwischen buffer	und	Returnadresse
⇒ benötigt Codeanpassung,	 da
Schutz an	Stelle der	Returnadresse
liegt

Adressen



Stack	Smash	Protector	/	Cookies

Returnadresse

0x64	Bytes

buffer …H e l l

Stack	cookie/canary

sub    $0x6C, %rsp
movq %rdi, %rdx
movq %rsp, %rdi
callq <memcpy>
add    $0x6C, %rsp
retq
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Codeanpassung,	 da	Schutz an	Stelle
der	Returnadresse liegt
⇒ zusätzliche Bytes	auf	dem Stack
reservieren (0x6C	statt 0x64)

Adressen



Stack	Smash	Protector	/	Cookies

Returnadresse

0x64	Bytes

buffer …H e l l

sub    $0x6C, %rsp
mov %fs:0x28,%rax
mov %rax,0x64(%rsp)
movq %rdi, %rdx
movq %rsp, %rdi
callq <memcpy>
add    $0x6C, %rsp
retqStack	cookie/canary

Einfügen	des	Stack	Canaries:
Hier:	Per	Prozess	eindeutiger	Wert,	von	Loader	(dyld)	erzeugt.
Segment-relative	Adressierung	 											Wert	schwer	zu	ermitteln
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Adressen



Stack	Smash	Protector	/	Cookies

Returnadresse

0x64	Bytes

buffer …H e l l

sub    $0x6C, %rsp
mov %fs:0x28,%rax
mov %rax,0x64(%rsp)
movq %rdi, %rdx
movq %rsp, %rdi
callq <memcpy>
mov 0x64(%rsp),%rax
xor %fs:0x28,%rax
jne … stack_chk_fail
add    $0x6C, %rsp
retq

Stack	cookie/canary

Eingefügter	Code	zum	Überprüfen	des	Stack	Canaries:
Wenn	nicht	identisch	mit	dem	am	Anfang	der	Funktion
geschriebenen	Wert														Abbruch
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Adressen



Stack	Smash	Protector	/	Cookies

Returnadresse

0x64	Bytes

buffer …H e l l

sub    $0x6C, %rsp
mov %fs:0x28,%rax
mov %rax,0x64(%rsp)
movq %rdi, %rdx
movq %rsp, %rdi
callq <memcpy>
mov 0x64(%rsp),%rax
xor %fs:0x28,%rax
jne … stack_chk_fail
add    $0x6C, %rsp
retq

Stack	cookie/canary

Funktioniert	 auch,	wenn	Basepointer	rbx	vor Return-
adresse	auf	Stack	liegt													wird	ebenfalls	geschützt

gesichertes	rbx,	…

lokale	Variablen

(Parameter)
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Adressen



Werte	für	Canaries
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Fester	Wert
• Idee:	Wahl	eines	speziellen	Wertes	für	das	Canary,	der	mit	

gets,	scanf,	strcpy so	nicht	auf	dem	Stack	erzeugt	werden	kann
• sog.	„Terminator	Canary“

• 4	Bytes:	0xff0a0d00 – 0,	CR,	LF,	-1	(LSB->MSB)
• CR	oder LF	ist Endekennzeichen für gets/scanf
⇒ brechen beimVersuch der	Übergabe in	String	ab

• 0x00	ist Endekennzeichen für strcpyund	verwandte Funktionen
Zufällige	Werte
• Zufällige	Bytes	zur	Ladezeit	von	dyn.	Loader erzeugt
• In	geschütztem	Speicherbereich
• Guter	Zufall	erforderlich,	sonst	brute force-Angriff	möglich!



Warum	“Canaries”?
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Wikipedia:	“the	historic	practice	of	using	canaries	in	coal	
mines,	since	they	would	be	affected	by	toxic	gases	earlier	than	
the	miners,	thus	providing	a	biological	warning	system.”



Sind	Canaries	sicher?
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Angriffe	auf	Canaries
• Nutzen	speziellere	Konstellationen	von

lokalen	Variablen	aus	⇒ schwieriger
auszunutzen,	aber	nicht	unmöglich!

Zuerst	einen	Datenzeiger	überschreiben
• „Data	Pointer	Subterfuge“:

return addr
caller’s	ebp
CANARY

ptr

buf
(64 bytes)

int foo(void) {
int *ptr
char buf[64];
memcpy(buf, user1);
*ptr = user2;
…

}
https://msdn.microsoft.com/en-us/library/aa290051(v=vs.71).aspx



Verhinden	des	Überschreiben
von	Pointern
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gcc „ProPolice“
• Wenn	möglich,	den	Stack	so	umorganisieren,	dass	Arrays	über	

allen	anderen	lokalen	Variablen	liegen
• Teil	von	„-fstack-protector“



Shadow	Stacks
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Ziel:	Vermeiden	des	Ausnutzens	von	Buffer overflows
• Idee:	Aufteilen	des	Stacks	in	zwei	separate	Bereiche:
• Lokale	Variable	usw.
• Returnadressen

• Returnadressen in	separatem	Bereich
⇒ nicht	von	Buffer Overflow	überschreibbar



Shadow	Stacks
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• Zwei	Stacks	in	separaten
Speicherbereichen

• Format	der	Stackframes ist	in	
beiden	Bereichen	identisch
• Keine	aufwendige	Offset-

Umrechnung	notwendig
• Der	erste	enthält	normale

Variablen	und	die	Return-
adressen:	adressiert	durch	rsp

• Der	zweite	enthält	nur	potentiell
überlaufende	Buffer
• Adressiert	durch	ein	anderes	

Register

“echter”
Stack

Shadow
Stack



Shadow	Stacks
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• Problem:
höherer	Aufwand	erforderlich
für	push/pop

• Hier:	Verwendung	von	ebp als
„Stackpointer“	für	den	shadow
stack
• Damit	wird	normaler	Stack

ohne	ebp adressiert...

“echter”	Stack	(control	stack):

Shadow	Stack:

Listing 1. Push and pop instructions
on the Control-Stack.

// push instruction

push %rbx

// pop instruction

pop %rbx

Listing 2. Push and pop instructions
on the Data-Stack.

// push simulation

sub 8, %rbp

mov %rbx, (%rbp)

// pop simulation

mov (%rbp), %rbx

add 8, %rbp

3 Implementation of SCADS

We implemented SCADS, based on the design concepts that were outlined in the
last section, in practice as a compiler-level patch for the LLVM infrastructure.
This patch is publicly available on our webpage, licensed under an NCSA Open
Source License which is similar to BSD and MIT licenses (and typically used
for code in the LLVM project). In the following, we address selected points of
our implementation; please refer to the LLVM patch itself for a comprehensive
technical description.

The patch comprises 14 files that were either extended or newly added to
the LLVM project. We focused on x86-64 as LLVM back end for the AMD64
architecture and on Clang as an LLVM front end for C. As it turned out, it is
possible to implement SCADS solely in the back end of the LLVM infrastructure,
and therefore we basically support other front ends, like DragonEgg, too. We were
also able to compile other programming languages, like C++ and Objective-C,
with SCADS (although this requires further testing).

The majority of patches were applied to files that are specific for the x86-64
architecture. For example, the file X86FrameLowering.cpp, which handles the
creation and removal of stack frames as it defines function prologues and epilogues,
involves a major part of the SCADS implementation. Particularly, the methods
emitPrologue and emitEpilogue are modified within our patch in a way that
they redirect control information and data to either the CS or the DS. Although
we had to make several changes to core files of the compiler infrastructure, we
implemented SCADS in a way that LLVM remains fully backward compatible.
To this end, we introduced the following new compiler flags that handle the usage
of SCADS in the back end:

-num-stacks [number of stacks]

-enable-legacy-callback-compat

-enable-legacy-stack-alignment

The flag -num-stacks is the flag that essentially turns SCADS on or o↵ by
defining the number of stacks that are used in the runtime environment. This
number is currently restricted to “1” (SCADS disabled) or “2” (SCADS enabled),
but might be extended in future, e.g., to store explicitly defined function pointers,
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Christopher	Kugler,	 Tilo Müller:	“SCADS:	Separated	Control- and	Data-Stacks”
(Best	Student	Paper	Award),	10th	International	Conference	on	Security	and	Privacy	
in	Communication	Networks	(SecureComm '14)	– Paper	aus Erlangen



Address	Space	Layout	
Randomization	(ASLR)
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Ziel:	Aufrufen	von	Library-Funktionen	erschweren
• Malware	nutzt	Wissen	über	bekannte	Adressen	

(Funktionszeiger)	von	libc-Funktionen	aus
• Idee:	Zufällige	Wahl	von	Offsets	von	libc-Funktionen	beim	Laden	

des	Programms
• Folge:	Angreifer	hat	es	schwer,	die	Returnadresse auf	dem	Stack	

mit	einer	festen	Adresse	einer	libc-Funktion	zu	überschreiben
• Statt	Funktionsaufruf:	Absturz	bei	Verwendung	von	ASLR



Address Space	Layout Randomization

.text libc Stack

Adressen

Stack	von	‘main’
…

Adresse	von	exitrsp
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Ohne ASLR:
Angreifer kennt Adresse von	nützlicher
libc-Funktion,	 überschreibt Returnadresse
auf	dem Stack	mit Adresse der	libc-
Funktion (hier:	exit)



Address Space	Layout Randomization

.text libc Stack

Adressen

Stack	von	‘main’
…

Adresse	von	exitrsp
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Mit ASLR:
Basisdresse der	libc ändert sich bei jedem
Programmstart (dyn.	Linker/Loader).	
Adresse der	libc-Funktionen damit variabel,
Angreifer kann keinen festen Wert	mehr
annehmen und	springt an	falsche Adresse!



Address Space	Layout Randomization

.text libc Stack

Adressen

Stack	von	‘main’
…

Adresse	von	exitrsp

Zufällig	bei	Programmstart	gewählt:
• Startadressen	von	shared	Libraries
• Stack-Basisadresse
• Heap-Basisadresse
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Address Space	Layout Randomization

.text libc Stack

32	bit

Page	offset…

>=4	bits 12	bits<=16	Bit
Durch	Ausprobieren	
(brute	force)	erratbar

64	bit

Page	offsetStandardadresse

16	bits 12	bits>=28	Bit
Brute	forcing	schwieriger

…
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32		Bit-Adressen:
• Wenig	Spiel-

raum	für	
zufällige	
Adressen

• Kann	“geraten”
werden

64 Bit-Adressen:
• Spielraum	 ist

212-mal	 
größer

• Aufwendig
zu	erraten



Address Space	Layout Randomization

.text libc Stack

Adressen

Stack	von	‘main’
…

Adresse	von	exitrsp
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ASLR	hilft	also	gegen	direkten
Sprung	in	libc-Funktionen:
• Startadressen	von	shared	Libraries

schwierig(er)	 zu	finden



Address Space	Layout Randomization

.text libc Stack

Stack	von	‘main’
…

Gadgets	in	.textrsp

write@PLT
An	fester	Adresse!
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Überwindung	von	ASLR:
• Suchen	von	Gadgets	im	Text-

Segment	des	Programms	selber,
die	libc-Funktionen	 aufrufen!

Adressen



Address Space	Layout Randomization

.text libc Stack

Stack	von	‘main’
…

Gadgets	in	.textrsp

Abhilfe:	Verschieben	des	Text-Segments!
Nur	möglich	bei	Verwendung	 von	relativer	Adressierung	
im	Textsegment	(Position	 Independent	Executable,	PIE):
Programm	wird	wie	Library	behandelt	 (gcc:	“-fPIE”)
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Adresse	des	Gadgets	nicht	fest	und	damit
nicht	leicht	erratbarAdressen



Data	Execution	Prevention
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Ausführbarer	Stack	
• Code	kann	direkt	auf	dem	Stack	abgelegt	werden
• „Mitliefern“	von	Code	für	Malware-Funktionalität

Abwehrmaßnahme
• Abschalten der	Möglichkeit,	Code	auf	beschreibbaren

Speicherseitenauszuführen (in	Hardware)	
• Auch	„W^X“	gennant	(Write	XOR	Execute)



Speicherlayout	von	x86
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Hier:	32	Bit	Linux
• Jeder	Prozess	hat

Illusion,	den	gesamten	
Adressraum	für	sich	zu
besitzen	(0-3	GB)

• Konflikt,	wenn
>	1	Prozess	läuft...

• Lösung:	Prozessadressen	
werden	virtualisiert

• Übersetzung	zu	„echten“	physikalischen	Adressen	im	Speicher
• Speicher	wird	unter	Prozessen	aufgeteilt
• Hardware-Komponente:	MMU
• Granularität:	„Seite“	(page)	von	4	kB	(auch	größere	möglich)



MMU:	Memory	Management	Unit
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Übersetzung	von	virtuellen
zu	physikalischen	Adressen
• Sitzt	zwischen	der	CPU

und	dem	Hauptspeicher
• MMU	heute	Teil	der	CPU
• CPU	erzeugt	virtuelle

Adressen
• MMU	setzt	diese	über	

Seitentabelle	in	physikalische	Adressen	um	und	übergibt	diese	
an	den	Speicher	(Seitentabelle	liegt	im	RAM!)

• Optimierung:	„Translation	LookasideBuffer“	(TLB)
• Kleiner	Cache	für	Seitentabellen-(Übersetzungs-)einträge



Adressumsetzung	bei	x86
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MMU	(Memory	Management	Unit)	der	CPU	übersetzt	mit	Hilfe	
der	Seitentabelle	virtuelle	in	physikalische	Adressen
• Einheit:	„Seite“

(page),	4	kB
• Virtuelle	Adresse

zerlegt	in	mehrere
Teile

• Teile	sind	Index
in	Seitentabelle
• Diese	ist	

hierarchisch
aufgebaut



Seitentabelle	bei	x86	(64	Bit)
und	XD-Bit
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Einträge	in	
Seitentabelle
• Enthalten

phys.	Page-
Nummer	zu
log.	Page-Nr.

• zusätzlich
Metainfos

• Schutzbit
„XD“:	Execute
Disable



Weitere	ausnutzbare	Eigenschaften

Buffer	overflows	sind	größte	Gruppe	(ca.	50%	der	
Sicherheitslücken),	aber	viele	weitere	Probleme:
• Ausnutzung	von	doppeltem	free/use	after	free	usw.
• Heap	spray,	heap	grooming
• Typ-Konfusion
• Race	Conditions
• Integer-Überläufe
• Ensprechende Probleme im Kernel,	nicht im Usermode
• und	vieles anderes mehr…
• Beispiele	bei	googleprojectzero.blogspot.com
• Literatur:	“The	Art	of	Software	Security	Assessment”



Statische	Codeanalyse
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Idee
• Mögliche	Sicherheitsprobleme	bereits	bei	der	Übersetzung	

finden	und	als	Fehler	markieren
• Besonderer	Fokus:	Arrayindizes

• Verwendung	eines	Compilers,	der	Arraygrenzen	überprüft
• Also	Sicherstellen,	dass	immer	genug	Speicher	vorhanden	

ist,	damit	Arrayeintrag	mit	größtem	verwendeten	Index	
„sicher“	gespeichert	werden	kann

• Hat	erheblichen	Performance-Overhead	zur	Folge!



Erste	statische	Analysen

Spezieller	„Compiler“	für	C-Code
• Analysiert	Code	auf	Buffer-Operationen	(strcpy,	gets,	...)
• Versucht,	Informationen	über	maximale	Längen	von	erzeugten	

Strings	zu	ermitteln
• Beschreibung	über	domänenspezifische	Sprache,	die	

Bedingungen	(constraints)	beschreiben	kann
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David	Wagner	et	al.,	“A	First	Step	Towards	Automated	Detection	of	Buffer	Overrun	
Vulnerabilities“, NDSS	2000

source constraint solverinteger constraint
generation

warningsC parser

Figure 2. The architecture of the buffer overflow detection prototype.

most C buffer overruns are in string buffers, and most
string operations use the standard C library functions.
This suggests modelling C strings as an abstract data
type with operations like strcpy() (copy strings),
strcat() (concatenate strings), and so on. Any
buffer overruns caused by manipulating strings using
primitive pointer operations cannot be detected, but
such code won’t otherwise interfere with the analysis.

2. We model buffers as pairs of integer ranges. Rather
than tracking the contents of each string variable di-
rectly, we summarize each string with two integer
quantities: the number of bytes allocated for the string
buffer (its allocated size), and the number of bytes cur-
rently in use (its length). The standard C library func-
tions can be modelled by what they do to the allocated
size and length of strings without regard to the strings’
contents.
We formulate the problem of detecting buffer over-
flows in terms of integer range tracking. Any algorithm
for integer range analysis will work: we just check, for
each string buffer, whether its inferred allocated size is
at least as large as its inferred maximum length.

These two ideas provide a conceptual framework for buffer
overrun analysis.
Our formulation of the problem suggests a natural divi-

sion of labor for the implementation: a front end models
string operations as integer range constraints, while a back
end solves the resulting constraint system. See Figure 2 for
a diagram of the system organization.
A secondary contribution of this research is a scalable and

very fast integer range analysis. One novel feature of this
analysis is the ability to handle cyclic data dependencies
without loss of precision by invoking a fixpoint theorem.
However, we could easily replace this algorithm with some
other technique for integer range analysis.
The organization of the first half of this paper parallels the

structure of our implementation. First, we need to define
a constraint language (see Section 2). Given this mathe-
matical foundation, we generate constraints from the source
code (see Section 3), solve the resulting constraint system
(see Section 4), and check all of the string variables for over-
flow.
The second half of this paper focuses on analysis of our

approach, including our initial experience with the proto-
type (Section 5), a review of related work (Section 6), and a
few concluding remarks (Section 7). Appendix A presents

the proofs for all of our theoretical results, and Appendix B
expands on more details of the constraint solver.

2. The constraint language
In this section we describe the language of constraints we

use to model string operations.
Let denote the set of integers and write ∞ = ∪

{−∞, +∞} for the extended integers. The subsets of ∞

form a complete lattice with ⊆ as the partial order.
We restrict our attention to integer ranges. However,

many of the comments here also apply more generally to
arbitrary subsets of ∞. A range is a set R ⊆ ∞ of
the form [m, n] = {i ∈ ∞ : m ≤ i ≤ n}. When
S is a subset of ∞, we write inf S and supS for the
minimum and maximum element (with respect to ≤) of
S; in particular, for ranges we have inf[m, n] = m and
sup[m, n] = n. The range closure of any set S ⊆ ∞ is
the minimal range R (with respect to ⊆) containing S, i.e.,
R = [inf S, sup S]. For example, the set S = {−1, 0, 4}
has range closure [−1, 4], since inf S = −1 and sup S = 4;
note that the range notation [−1, 4] is shorthand for the set
{−1, 0, 1, 2, 3, 4}⊆ ∞.
We extend the usual arithmetic operators to act on sets

S, T ⊆ ∞ in the natural way:

S + T = {s + t : s ∈ S, t ∈ T }
S − T = {s − t : s ∈ S, t ∈ T }
S × T = {s × t : s ∈ S, t ∈ T }

For notational convenience we often write n as shorthand
for the singleton set {n}, when n ∈ ∞. Thus, the expres-
sion 2T acquires its natural interpretation 2T = {2}× T =
{2t : t ∈ T }.
When the result of an operation is not a range, we take

its range closure. When this rule is followed, the ex-
tended arithmetical operators obey most of the usual alge-
braic laws. For instance, S + T = T + S, S + 0 = S,
S + S = 2S, S × T = T × S, 0 × S = 0, and so on.
However, the distributive rule does not hold (in general we
only have S× (T +U) ⊆ S×T +S×U ; see [32]) and the
rule for subtraction introduces a slightly ugly feature since
in general S − S ̸= 0.
In practice, it is useful to extend the constraint language

to includemin andmax operators:

min(S, T ) = {min(s, t) : s ∈ S, t ∈ T }
max(S, T ) = {max(s, t) : s ∈ S, t ∈ T }



Erste	statische	Analysen:
Modellierung	von	Strings

C-Strings	werden	als	abstrakter	Datentyp	betrachtet
• Auf	diesem	werden	dann	Operationen	wie	strcpy,	strcat,	...	

ausgeführt
• Vereinfacht	die	Analyse,	sonst	wäre	allgemeine	Pointeranalyse

erforderlich!
Buffer werden	als	Paare	von	Integer-Wertebereichen	modelliert
• Keine	Analyse	der	Inhalte von	Strings!
• Strings	charakterisiert	durch	zwei	Integer-Werte:
• Anzahl	an	Bytes,	die	für	den	String	alloziert wurden
• Anzahl	aktuell	vom	String	verwendeter	Bytes

• Standard	C-String-Funktionen	ändern	diese	Werte
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Erste	statische	Analysen:
Constraint-Definitionen

Erkennung	von	Buffer overflows
• Überwachung	der	Integer-Bereiche
• Prüfen,	ob	

allozierte Größe	immer >=	maximal	verwendete	Größe
Trennung	in	zwei	Schritte
• Modellierung	von	String-Operationen	als	constraints auf	Integer-

Wertebereiche
• Lösen	des	constraint-Problems	(Ungleichunssystems)
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source constraint solverinteger constraint
generation

warningsC parser

Figure 2. The architecture of the buffer overflow detection prototype.

most C buffer overruns are in string buffers, and most
string operations use the standard C library functions.
This suggests modelling C strings as an abstract data
type with operations like strcpy() (copy strings),
strcat() (concatenate strings), and so on. Any
buffer overruns caused by manipulating strings using
primitive pointer operations cannot be detected, but
such code won’t otherwise interfere with the analysis.

2. We model buffers as pairs of integer ranges. Rather
than tracking the contents of each string variable di-
rectly, we summarize each string with two integer
quantities: the number of bytes allocated for the string
buffer (its allocated size), and the number of bytes cur-
rently in use (its length). The standard C library func-
tions can be modelled by what they do to the allocated
size and length of strings without regard to the strings’
contents.
We formulate the problem of detecting buffer over-
flows in terms of integer range tracking. Any algorithm
for integer range analysis will work: we just check, for
each string buffer, whether its inferred allocated size is
at least as large as its inferred maximum length.

These two ideas provide a conceptual framework for buffer
overrun analysis.
Our formulation of the problem suggests a natural divi-

sion of labor for the implementation: a front end models
string operations as integer range constraints, while a back
end solves the resulting constraint system. See Figure 2 for
a diagram of the system organization.
A secondary contribution of this research is a scalable and

very fast integer range analysis. One novel feature of this
analysis is the ability to handle cyclic data dependencies
without loss of precision by invoking a fixpoint theorem.
However, we could easily replace this algorithm with some
other technique for integer range analysis.
The organization of the first half of this paper parallels the

structure of our implementation. First, we need to define
a constraint language (see Section 2). Given this mathe-
matical foundation, we generate constraints from the source
code (see Section 3), solve the resulting constraint system
(see Section 4), and check all of the string variables for over-
flow.
The second half of this paper focuses on analysis of our

approach, including our initial experience with the proto-
type (Section 5), a review of related work (Section 6), and a
few concluding remarks (Section 7). Appendix A presents

the proofs for all of our theoretical results, and Appendix B
expands on more details of the constraint solver.

2. The constraint language
In this section we describe the language of constraints we

use to model string operations.
Let denote the set of integers and write ∞ = ∪

{−∞, +∞} for the extended integers. The subsets of ∞

form a complete lattice with ⊆ as the partial order.
We restrict our attention to integer ranges. However,

many of the comments here also apply more generally to
arbitrary subsets of ∞. A range is a set R ⊆ ∞ of
the form [m, n] = {i ∈ ∞ : m ≤ i ≤ n}. When
S is a subset of ∞, we write inf S and supS for the
minimum and maximum element (with respect to ≤) of
S; in particular, for ranges we have inf[m, n] = m and
sup[m, n] = n. The range closure of any set S ⊆ ∞ is
the minimal range R (with respect to ⊆) containing S, i.e.,
R = [inf S, sup S]. For example, the set S = {−1, 0, 4}
has range closure [−1, 4], since inf S = −1 and sup S = 4;
note that the range notation [−1, 4] is shorthand for the set
{−1, 0, 1, 2, 3, 4}⊆ ∞.
We extend the usual arithmetic operators to act on sets

S, T ⊆ ∞ in the natural way:

S + T = {s + t : s ∈ S, t ∈ T }
S − T = {s − t : s ∈ S, t ∈ T }
S × T = {s × t : s ∈ S, t ∈ T }

For notational convenience we often write n as shorthand
for the singleton set {n}, when n ∈ ∞. Thus, the expres-
sion 2T acquires its natural interpretation 2T = {2}× T =
{2t : t ∈ T }.
When the result of an operation is not a range, we take

its range closure. When this rule is followed, the ex-
tended arithmetical operators obey most of the usual alge-
braic laws. For instance, S + T = T + S, S + 0 = S,
S + S = 2S, S × T = T × S, 0 × S = 0, and so on.
However, the distributive rule does not hold (in general we
only have S× (T +U) ⊆ S×T +S×U ; see [32]) and the
rule for subtraction introduces a slightly ugly feature since
in general S − S ̸= 0.
In practice, it is useful to extend the constraint language

to includemin andmax operators:

min(S, T ) = {min(s, t) : s ∈ S, t ∈ T }
max(S, T ) = {max(s, t) : s ∈ S, t ∈ T }

C code Interpretation
char s[n]; n ⊆ alloc(s)
strlen(s) len(s) − 1
strcpy(dst,src); len(src) ⊆ len(dst)
strncpy(dst,src,n); min(len(src), n) ⊆ len(dst)
s = "foo"; 4 ⊆ len(s), 4 ⊆ alloc(s)
p = malloc(n); n ⊆ alloc(p)
p = strdup(s); len(s) ⊆ len(p), alloc(s) ⊆ alloc(p)
strcat(s,suffix); len(s) + len(suffix) − 1 ⊆ len(s)
strncat(s,suffix,n); len(s) + min(len(suffix) − 1, n) ⊆ len(s)
p = getenv(...); [1,∞] ⊆ len(p), [1,∞] ⊆ alloc(p)
gets(s); [1,∞] ⊆ len(s)
fgets(s,n,...); [1, n] ⊆ len(s)
sprintf(dst,"%s",src); len(src) ⊆ len(dst)
sprintf(dst,"%d",n); [1, 20] ⊆ len(dst)
snprintf(dst,n,"%s",src); min(len(src), n) ⊆ len(dst)
p[n] = ’\0’; min(len(p), n + 1) ⊆ len(p)
p = strchr(s,c); p = s+n; [0, len(s)] ⊆ n
h = gethostbyname(...); [1,∞] ⊆ len(h->h name),

[−∞,∞] ⊆ h->h_length

Table 1. Modelling the effects of string operations: some examples.

For example, when S = {1, 2, 3, 4} = [1, 4] and T =
{3, 4, 5, 6} = [3, 6], then inf T = 3, min(S, T ) = [1, 4],
and S − T = [−5, 1].
We define an integer range expression e as

e ::= v | n | n × v | e + e | e − e
| max(e, . . . , e) | min(e, . . . , e)

where n ∈ and v ∈ Vars, a set of range variables. An
integer range constraint has the form e ⊆ v. Notice we
require the right-hand side to be a variable.
Note that equality constraints of the form v + n = w fit

within this framework, since they can be equivalently ex-
pressed as the pair of simultaneous constraints v + n ⊆ w,
w − n ⊆ v. Equality constraints are useful for unifying
variables that are discovered (during constraint generation)
to refer to the same memory location.
An assignment α : v &→ α(v) ⊆ ∞ satisfies a sys-

tem of constraints if all of the constraint assertions are true
when the formal variable names v are replaced by the corre-
sponding valuesα(v). For assignmentsα and β, we say that
α ⊆ β if α(v) ⊆ β(v) holds for all variables v. The least
solution to a constraint system is the smallest assignment α
that satisfies the system, i.e., a satisfying assignment α such
that any other satisfying assignment β obeys α ⊆ β.

Theorem 1. Every constraint system has a unique least so-
lution.

Proof. See the Appendix A for the proof.

In fact, as we shall see later, these constraint systems usu-
ally can be solved efficiently.

3. Constraint generation
The first step is to parse the source code; we use the

BANE toolkit [2]. Our analysis proceeds by traversing the
parse tree for the input C source code and generating a sys-
tem of integer range constraints. With each integer program
variable v we associate a range variable v. As discussed be-
fore, with each string variable s we associate two variables,
its allocated size (the number of bytes allocated for s), de-
noted alloc(s), and its length (the number of bytes currently
in use), denoted len(s). We model each string operation in
terms of its effect on these two quantities.
For convenience, the length of a string is defined to in-

clude the terminator ’\0’. Thus, the safety property to be
verified is

len(s) ≤ alloc(s) for all string variables s.

For each statement in the input program, we generate
an integer range constraint. Integer expressions and inte-
ger variables are modelled by corresponding range opera-
tions. For an assignment v = e, we generate the constraint
e ⊆ v. For example, for the assignment i = i+j, we gen-
erate the constraint i + j ⊆ i. We ignore assignments with
dereferenced pointers on the left; see below for a discussion.
For string operations, we pattern-match to determinewhat

kind of constraint to generate. Some sample constraints are
summarized in Table 1. The left column shows the C code
for a string operation of interest, and the right column shows
the generated constraints. For example, the second line says
that the return value of the strlen() library call is the
length of the string passed as its first argument, minus one
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C code Interpretation
char s[n]; n ⊆ alloc(s)
strlen(s) len(s) − 1
strcpy(dst,src); len(src) ⊆ len(dst)
strncpy(dst,src,n); min(len(src), n) ⊆ len(dst)
s = "foo"; 4 ⊆ len(s), 4 ⊆ alloc(s)
p = malloc(n); n ⊆ alloc(p)
p = strdup(s); len(s) ⊆ len(p), alloc(s) ⊆ alloc(p)
strcat(s,suffix); len(s) + len(suffix) − 1 ⊆ len(s)
strncat(s,suffix,n); len(s) + min(len(suffix) − 1, n) ⊆ len(s)
p = getenv(...); [1,∞] ⊆ len(p), [1,∞] ⊆ alloc(p)
gets(s); [1,∞] ⊆ len(s)
fgets(s,n,...); [1, n] ⊆ len(s)
sprintf(dst,"%s",src); len(src) ⊆ len(dst)
sprintf(dst,"%d",n); [1, 20] ⊆ len(dst)
snprintf(dst,n,"%s",src); min(len(src), n) ⊆ len(dst)
p[n] = ’\0’; min(len(p), n + 1) ⊆ len(p)
p = strchr(s,c); p = s+n; [0, len(s)] ⊆ n
h = gethostbyname(...); [1,∞] ⊆ len(h->h name),

[−∞,∞] ⊆ h->h_length

Table 1. Modelling the effects of string operations: some examples.

For example, when S = {1, 2, 3, 4} = [1, 4] and T =
{3, 4, 5, 6} = [3, 6], then inf T = 3, min(S, T ) = [1, 4],
and S − T = [−5, 1].
We define an integer range expression e as

e ::= v | n | n × v | e + e | e − e
| max(e, . . . , e) | min(e, . . . , e)

where n ∈ and v ∈ Vars, a set of range variables. An
integer range constraint has the form e ⊆ v. Notice we
require the right-hand side to be a variable.
Note that equality constraints of the form v + n = w fit

within this framework, since they can be equivalently ex-
pressed as the pair of simultaneous constraints v + n ⊆ w,
w − n ⊆ v. Equality constraints are useful for unifying
variables that are discovered (during constraint generation)
to refer to the same memory location.
An assignment α : v &→ α(v) ⊆ ∞ satisfies a sys-

tem of constraints if all of the constraint assertions are true
when the formal variable names v are replaced by the corre-
sponding valuesα(v). For assignmentsα and β, we say that
α ⊆ β if α(v) ⊆ β(v) holds for all variables v. The least
solution to a constraint system is the smallest assignment α
that satisfies the system, i.e., a satisfying assignment α such
that any other satisfying assignment β obeys α ⊆ β.

Theorem 1. Every constraint system has a unique least so-
lution.

Proof. See the Appendix A for the proof.

In fact, as we shall see later, these constraint systems usu-
ally can be solved efficiently.

3. Constraint generation
The first step is to parse the source code; we use the

BANE toolkit [2]. Our analysis proceeds by traversing the
parse tree for the input C source code and generating a sys-
tem of integer range constraints. With each integer program
variable v we associate a range variable v. As discussed be-
fore, with each string variable s we associate two variables,
its allocated size (the number of bytes allocated for s), de-
noted alloc(s), and its length (the number of bytes currently
in use), denoted len(s). We model each string operation in
terms of its effect on these two quantities.
For convenience, the length of a string is defined to in-

clude the terminator ’\0’. Thus, the safety property to be
verified is

len(s) ≤ alloc(s) for all string variables s.

For each statement in the input program, we generate
an integer range constraint. Integer expressions and inte-
ger variables are modelled by corresponding range opera-
tions. For an assignment v = e, we generate the constraint
e ⊆ v. For example, for the assignment i = i+j, we gen-
erate the constraint i + j ⊆ i. We ignore assignments with
dereferenced pointers on the left; see below for a discussion.
For string operations, we pattern-match to determinewhat

kind of constraint to generate. Some sample constraints are
summarized in Table 1. The left column shows the C code
for a string operation of interest, and the right column shows
the generated constraints. For example, the second line says
that the return value of the strlen() library call is the
length of the string passed as its first argument, minus one

Da	ist die	Funktion,
die	Ärger bereitet:
Stringlänge im
Intervall [1,∞]!	



(Ein)	Problem	der	statischen	Analyse

Buffer overflowwird	nicht	gefunden!
• Hier	findet	Pointer	aliasing statt!
• Pointer	p	zeigt	in	den	Speicherbereich	des	Strings,	der	von	

Pointer	s	adressiert	wird
• Constraints interpretieren	das	Statement	der	Form	q = p+j; 

als	alloc(p) − j ⊆ alloc(q), len(p) − j ⊆ len(q) 
• Funktioniert,	so	lange	auf	*p	und	*q nicht	geschrieben	wird
• Da	p	und	q überlappen,	wird	Schreiben	in	einen	String	nicht	

auch	als	Schreiben	in	den	aliasten String	angesehen
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(for the string terminator). The third line in the table says
that the effect of the strcpy() operation is to overwrite
the first argument with the second argument, and thus af-
ter the strcpy() the length of the first argument is equal
to the length of the second argument. Note that although
strncpy() may leave its target unterminated, we do not
model this behavior.
For scalability and simplicity of implementation, we use a

flow-insensitive analysis, i.e., we ignore all control flow and
disregard the order of statements. Flow-insensitive analy-
ses sacrifice some precision for significant improvements
in scalability, efficiency, and ease of implementation. We
do not claim that flow-insensitive analysis is necessarily the
best approach for a production-quality buffer overrun tool;
instead, we merely observe that its advantages (ease of im-
plementation, scalability) mapped well to our initial goals
(construction of a proof-of-concept prototype that can ana-
lyze large, real-world applications).
Note that the strcat() operation is difficult to model

accurately in a flow-insensitive model, because we must as-
sume that it can execute arbitrarily often (for instance, in-
side a loop). As a result, in a flow-insensitive analysis every
non-trivial strcat() operation is flagged as a potential
buffer overrun. This is a price we have to pay for the better
performance of flow-insensitive analyses. Fortunately, most
of the C library string operations are idempotent, which
means that they do not present any intrinsic problems for
a flow-insensitive analysis.
Finally, we model function calls monomorphically, i.e.,

we merge information for all call sites of the same func-
tion. Let f() be a function defined with the formal in-
teger parameter formal. We add a variable f_return
to denote the return value of f(). A return statement
in f() is treated as an assignment to f_return. Each
function call b = f(a) is treated as an assignment of
the actuals to the formals (i.e., formal = a) followed
by an assignment that carries the return value of f() (i.e.,
b = f\_return). Note that the body of each function is
processed only once, so this strategy is simple and efficient,
but not necessarily precise.
After the possible ranges of all variables are inferred, we

may check the safety property for each string s. Suppose
the analysis discovers that len(s) and alloc(s) take on val-
ues only in [a, b] and [c, d], respectively. There are three
possibilities:

1. If b ≤ c, we may conclude that the string s never over-
flows its buffer.

2. If a > d, then a buffer overrun always occurs in any
execution that uses s.

3. If the two ranges overlap, then we cannot rule out the
possibility of a violation of the safety property, and we

char s[20], *p, t[10];
strcpy(s, "Hello");
p = s + 5;
strcpy(p, " world!");
strcpy(t, s);

Figure 3. A buffer overrun that the analysis would
not find due to the pointer aliasing. In this exam-
ple, a 13-byte string is copied into the 10-byte
buffer ttt.

conservatively conclude that there is the potential for a
buffer overrun vulnerability in s.

3.1. Handling pointers

Ideally, we would like the constraint generation algorithm
to be sound: if α is a satisfying assignment for the constraint
system generated by this algorithm on some program, then
α(v) should contain every possible value that the integer
program variable v can take on during the execution of the
program. Our algorithm is, however, unsafe in the presence
of pointers or aliasing.
Table 1 is deliberately vague about pointer operations.

This is because, in the simplistic model used in the pro-
totype, pointer aliasing effects are largely ignored, and the
rules for dealing with pointer expressions are highly ad-
hoc. For example, the statement q = p+j; is interpreted
as alloc(p) − j ⊆ alloc(q), len(p) − j ⊆ len(q). This
interpretation is correct in the absence of writes to *p and
*q, but due to the implicit aliasing of p and q a write to one
string is not reflected when the other string is read in some
subsequent program statement. Figure 3 gives an example
of a code segment with a static buffer overrun that is unde-
tected by the analysis. Thus, ignoring pointer aliasing can
cause the analysis to miss some vulnerabilities and, as we
shall see later, can occasionally cause false alarms.
Doubly-indirected pointers (e.g., char **) are hard to

handle correctly with our heuristics and thus are ignored in
our tool. Arrays of pointers present the same problems and
are treated similarly. As an unfortunate result, command-
line arguments (char *argv[]) are not treated in any
systematic way.
Function pointers are currently ignored. We also ignore

union types. These simplifications are all unsound in gen-
eral, but still useful for a large number of real programs.
It seems that one can retain some benefits of static

analysis despite (largely) ignoring pointers and aliasing.
Nonetheless, in practice there is one related C idiom that
cannot be ignored: use of C struct’s. Structures form es-
sentially the only mechanism for abstraction or construction
of data structures, so it is not surprising that they are widely
used. Experience suggests that modelling structures prop-
erly is crucial to obtaining good results: an earlier analysis



Lösen	der	Constraints
Algorithmus	zum	Lösen
• Programm	mit	k Variablen
• Zustandsraum	ℤk:	i-tes Element

enthält	Wert	der	i-ten Variablen
• Programmausführung:	Pfad

durch	den	Zustandsraum
• Ziel:	Finden	eines	minimalen

Intervalls,	das	alle	möglichen
Pfade	durch	den	Zustandsraum
beinhaltet...

Diesen	Algorithmus	muss	man	hier	nicht	verstehen
(und	kann	es	aus	der	kurzen	Beschreibung	auch
nicht),	er	dient	der	Darstellung,	wie	komplex	die	
Analyseaufgabe	ist.	Bei	Interesse:	Details	im	Paper...
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2. We could introduce a widening operator that raises
variables involved in cycles to the trivial solution
[−∞,∞], as pioneered in [10] and [11]. This avoids
infinite ascending chains.

3. We could directly solve the constraint subsystem asso-
ciated with each cycle, using domain-specific informa-
tion about the constraint language.

The first is not very attractive, because real programs of-
ten involve cycles, such as those created by loops and re-
cursion. Even worse, cycles are almost unavoidable for a
flow-insensitive analysis: for example, the C assignment
i = i1+ will always induce a cycle in the form of a con-
straint i + 1 ⊆ i. One disadvantage of the second option
is that it introduces imprecision, i.e., it will only provide an
approximate solution (an upper bound on the least satisfy-
ing assignment).
This paper follows the third option. We show how to

avoid divergent behavior, without introducing any impre-
cision, by directly solving for the fixpoint of the constraint
subsystem associated with each cycle.
A typical cycle looks like

f1(v1) ⊆ v2, . . . , fn−1(vn−1) ⊆ vn, fn(vn) ⊆ v1.

Transitively expanding this cycle, we find that f(v1) ⊆ v1

where f = fn ◦ · · · ◦ f1. (We may view f loosely as
Shostak’s loop residue [56] for the cycle.) The composition
of affine functions is affine, so f is affine. The observation
is that we can precisely solve this cyclic constraint system
without any divergence whatsoever, by using a simple fact
on the fixpoints of affine functions.

Lemma 1. Let f(x) = ax + b be an affine function in AF
with a > 0, let R be a range, and let S ⊆ ∞ be the
minimal range satisfying R ⊆ S and f(S) ⊆ S. Then (1)
sup S = ∞ if sup f(R) > sup R; also, (2) inf S = −∞
if inf f(R) < inf R. If neither clause (1) nor clause (2)
applies, we have S = R. If both clauses apply, we have
S = [−∞,∞].

Theorem 2. We can solve the constraint subsystem associ-
ated with a cycle in linear time.

To restate the theorem intuitively: if we ever find an aug-
menting path that traverses an entire cycle, the theorem
shows us how to immediately apply a widening operator
without any loss of precision whatsoever. This provides a
simple way to avoid the “counting to infinity” behavior that
arises from traversing a cycle multiple times. Thus, the real
contribution of Theorem 2 is that it shows how to find the
fixpoint of the system precisely and efficiently; since we are
working in a lattice with infinite ascending chains, standard
techniques cannot provide this.
Figure 4 presents an algorithm that uses these ideas to

handle cycles efficiently. This time, we use a depth-first

CONSTRAINT-SOLVER
1. Set α(vi) := ∅ for all i, and set done := false.
2. For each constraint of the form n ⊆ w, do
3. Set α(w) := RANGE-CLOSURE(α(w) ∪ {n}).
4. While done ̸= true, call ONE-ITERATION.

ONE-ITERATION
1. Set C(vi) := white for all i and set done := true.
2. For each variable v, do
3. If C(v) = white, do
4. Set prev(v) := null and call VISIT(v).

VISIT(v)
1. Set C(v) := gray.
2. For each constraint of the form f(v) ⊆ w, do
3. If f(α(v)) ̸⊆ α(w), do
4. Set α(w) := RANGE-CLOSURE(α(w) ∪ f(α(v))).
5. Set done := false.
6. If C(w) = gray, call HANDLE-CYCLE(v,w,prev).
7. If C(w) = white, do
8. Set prev(w) := v and call VISIT(w).
9. Set C(v) := black.

RANGE-CLOSURE(S)
1. Return the range [inf S, supS].

Figure 4. An algorithm that efficiently solves sys-
tems of integer range constraints.

search so that we can recover the edges participating in
the cycle as soon as we see a back-edge. The HANDLE-
CYCLE procedure (left unspecified here, for space reasons)
retraces the cycle discovered in the depth-first search using
the predecessor pointers and then processes that cycle us-
ing the algorithm sketched in the proof of Theorem 2 (see
Appendix A).
In theory, this solution process could take O((n + m)k)

time in the worst case, where k counts the number of cycles
in the graph. In practice, though, k seems to be small, and
the algorithm usually runs in linear time, probably because
of sparsity and locality in the constraint systems that arise
during the analysis of typical programs.
This concludes our treatment of constraint solving for

simple constraints. We have extended the algorithm to han-
dle the full constraint language, includingmulti-variable ex-
pressions and min/max operators. See Appendix B for the
details.

5. Early experience with the prototype
This section details some early experience with the cur-

rent version of the overrun detection tool.
The experimental methodology was simple. The tool was

applied to several popular software packages. The tool typi-
cally produced a number of warnings about potential buffer



Fazit

Schutzmechanismen	gegen	Buffer overflows
• Hard- und	Softwaremethoden
• Gemeinsame	Eigenschaft:
• Erschweren	von	Angriffen
• Aber	weiterhin	Angriffe	mit	größerem	Aufwand	möglich

Statische	Analyse	von	Buffer overflows
• Aufwendige	Analyseaufgabe,	constraint solving
• Komplexe	Theorie	und	komplexe	Algorithmen
• Zeitaufwendig

• Probleme	mit	Spezialfällen,	ibs.	Pointer	aliasing
• Kommen	so	in	echten	C-Programmen	leider	vor...

• Bessere	Analysen	im	Buch	von	Axel	Simon	(siehe	Literatur)
MARE	07	– Schutzmechanismen	und	

statische	Codeanalyse
39



Literatur

Stack	Canaries
• Perry	Wagle,	Crispin	Cowan,	“StackGuard:	Simple	Stack	Smash	Protection	for	GCC”,	

GCC	Summit	2003: ftp://gcc.gnu.org/pub/gcc/summit/2003/Stackguard.pdf
• Thurston	H.Y.	Dang et	al,	“The	Performance	Cost	of	Shadow	Stacks	and	Stack	

Canaries”,	In	Proc.	ACM	ICCS,	2015
ASLR
• H.	Shacham et	al.,	“On	the effectiveness of address-space randomization”, Proceedings

of the 11th	ACM	Conference	on	Computer	and Communications	 Security,	2004
Weitere	Sicherheitslücken
• Mark	Dowd et	al.,	“The	Art	of	Software	Security	Assessment:	Identifying	and	

Preventing	Software	Vulnerabilities”,	Addison-Wesley	 2006,	ISBN-13:	978-0321444424
Statische	Codeanalyse
• Axel	Simon,	“Value-Range	Analysis	of	C	Programs:	Towards	Proving	 the	Absence	of	

Buffer	Overflow	Vulnerabilities”, Springer	2011,	ISBN-13:	978-1-84800-016-2

MARE	07	– Schutzmechanismen	und	
statische	Codeanalyse

40


